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Problems with RNNs

Main Resource For this Section: https://web.stanford.edu/class/cs224n/ and https://cmu-I3.github.io/anlp-spring2026/
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Problems with RNNs From RNNs to attention-based models Throw away the RNN

What was wrong with RNNs?
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Vanishing gradient intuition
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Problems with RNNs From RNNs to attention-based models Throw away the RNN
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Long range dependencies are lost

When the exhausted doctoral candidate, having meticulously cross-referenced
the numerical proofs of her thesis with the experimental archives in the
Department of Mechanical Engineering at the Iran University of Science and
Technology, carried the final manuscript alongside an itemized laboratory
clearance memo, a stamped procurement invoice, and an expedited archival
protocol down to the central repository, only to be redirected by administrative
personnel to the basement maintenance facility due to an unresolved hardware
malfunction across the automated cataloging bays, where, despite navigating a
bureaucratic dispute regarding obsolete departmental authorization vouchers,
she acquired an urgent service key, replaced an internal optical sensor, cleared a
stubborn gear assembly, and logged the entire incident in the system ledger, she
returned to the primary dispatch console and finally secured the official deposit
of her

07
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers
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Problems with RNNs From RNNs to attention-based models Throw away the RNN

Neural MachineTranslation: The sequence-to-sequence model (seq2seq)

Encoding of the
source sentence.

Target sentence (output)

A
( A\

he hit me  with a pie <END>

Encoder RNN

7

il a m’  entarté <START> he hit me  with a pie

. J
Y

Source sentence (input)

Problems with this architecture?
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Passing information from the encoder

N7

(o)

Sentence
encoding

overall

enjoyed the movie a lot
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Problems with RNNs

From RNNs to attention-based models

Throw away the RNN Transformers

Passing information from the encoder

Average

Element-wise max

8 Element-wise mean
o .
o weighted average
@ ) O @) @ (@) o
e |0 O O Jo| .|e |®
O 1@ O O @) O O
O 0 O O 0 0 O
overall / enjoyed the movie a lot
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From RNNSs to attention-based models

Main Resource For this Section: https://web.stanford.edu/class/cs224n/ and https://cmu-I3.github.io/anlp-spring2026/
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

dot product

{
L

il a m’  entarté <START>

N J
Y

Source sentence (input)

Attention
scores

Encoder
NN

(0000]
H_J
NNY Jap0o2ag
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

dot product

Attention
scores

NN

Encoder
R

H_J
NNY Jopo2ag

il a m’  entarté <START>
1N J

Source sentence (input)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

dot product

Attention
scores

Encoder
RNN

H_/
NNY Jopodaq

il a m’  entarté <START>
1\ J

Source sentence (input)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

dot product

Attention
scores

Encoder
RNN

H_J
NNY J42p02aQ

il a m’  entarté <START>

\ J
Y

Source sentence (input)
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Problems with RNNs

From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Attention

Attention

Encoder

distribution

scores

RNN

On this decoder timestep, we're
mostly focusing on|the first
/ encoder hidden state (“he”)

Take softmax to turn the scores
into a probability distribution

NNY 42p02=aQ

' entarté <START>

il a m
N M

Y

Source sentence (input)
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Problems with RNNs

From RNNs to attention-based models Throw away the RNN

Sequence-to-sequence with attention

Attention
distribution

Attention

Encoder

scores

RNN

Transformers

Attention Use the attention distribution to take a
output weighted sum|of the encoder hidden states.

The attention output mostly contains
information from the hidden states that
received high attention.

il a m’  entarté <START>

\ J
Y

Source sentence (input)
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Problems with RNNs

From RNNs to attention-based models Throw away the RNN

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention

Attention

Encoder

distribution

scores

Attention

T Concatenate attention output
9, +— with decoder hidden state, then
use to compute J; as before

il a m’  entarté <START>
LY 7

v
Source sentence (input)
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Problems with RNNs

From RNNs to attention-based models Throw away the RNN

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention

Attention

Encoder

Attention hit
output

=
i)
'S
35
2
k%
2
(%]
&
@)
Q
wv
Z :
zZ Sometimes we take the
o 5
attention output from the
previous step, and also
/ feed it into the decoder
il a m’  entarté <START> he (along Wi‘th the usual
\ ) decoder input).

N
Source sentence (input)
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Problems with RNNs

From RNNs to attention-based models Throw away the RNN

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention
distribution

Attention
—2A— ——

Encoder
RNN

scores

Attention me
output T

il a m’  entarté <START> he hit
\ J

Y
Source sentence (input)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention with
output T

Attention
distribution

Attention
scores

Encoder
RNN

HI_J
NNY Jop0dag

il a m’  entarté <START> he hit me
I\ J

Y
sSource sentence (Input)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention a
output T

Attention
distribution

Attention
scores

Encoder
RNN

H_J
NNY Jopodag

entarté <START> he hit me  with
N\ J

Source sentence (input)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Sequence-to-sequence with attention

Core idea: on each step of the decoder, use direct connection to the encoder to focus
on a particular part of the source sequence.

Attention pie
output T

Attention
distribution
—

Attention
scores
—

Encoder
RNN
—
B
NNY Jop0daQ

il a m’  entarté <START> he hit me  with a
L J

Y
Source sentence (input)
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Problems with RNNs

Attention is great! Iy Mor

pass the statement as is |

so she ate apples every day,

From RNNs to attention-based models Throw away the RNN

so she ate apples every day,

. Emily was born and raised on an apple farm,
and of course, Emily loves apples.

Emily was born and raised on an apple farm, Emily was born and raised on an apple farm, 4 -
ot ‘ = so she ate apples every day,
and of course, Emily loves apples. ‘ ; . \ . ’ and of course, Emily loves apples.
4"1;’ .,', . §
i’; B ®
Attention

Advanced NLP - Session 6 — Attention Mechanisms & The Transformer Architecture - IlUST
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Attention is great! W g e/ terp
Whey . 9b);
. o s o l’l/as foczf f/)e O';ty
= = = Sy C
= F & = @ o g on Odg,-
|
d 1
m’ 1
entarte 1
Helps with the
vanishing gradient

problem
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Do we even need recurrence at all?

Recurrence isn’t actually doing anything special other than passing

information along ,

7/
7/
) 7/
141 i i M Lots of trial
i»i«i»i«i«i »i—» and error
2014-2017ish 7 2021
Recurrence 7 727N

Can we just get rid of the RNN entirely?

27
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Throw away the RNN

Main Resource For this Section: https://web.stanford.edu/class/cs224n/, https://cmu-13.github.io/anlp-spring2026/ and
Prof. Analoui’s slides
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Can we just get rid of the RNN entirely?

To throw away the RNN, we needed a way for a sequence to process itself.
That is self-attention: instead of a decoder looking at an encoder, a
sequence uses queries, keys, and values to look at its own tokens to build

rich, contextual representations.

® ® v | allyou need ? A ®
LI ) o9
CIL 0
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Problems with RNNs

From RNNs to attention-based models

Throw away the RNN

Self Attention vs Cross Attention

this is

this |

IS - -

an B B
example B B
v v

G
> <

> <
—

a
> <

> <«
-

an

example

n
}

b G AR
7 e

[—

Each element in the sequence
attends to elements of

that sequence

kore
wa

rei
desu

this

v

F
> <
> <

—

> <
> <
-

an

v

> <
> <

L—

Transformers

example

v

> <
> <

L—

Each element in a sequence
attends to elements of

another sequence
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Self Attention: Query-Key-Value

» Youlube a cute cat

7

Keys Values
@ Comparing the Query with all the Keys \/ \
title: Small cat | id:01 <«—+>» cat-1.mp4
title: Cute puppy | id:02 ~<€—+>» puppy-1.mp4
title: Funny kitten | id:03 <€——» kitten-1.mp4
title: Big doggo | id:04 <——» dog-1.mp4
Find more information about... |Query|| acutecat >
N
Retrieve similarities and Fetch the Values
rank the results based on it based on similarity ranks
Query || Key 02: %82 similar 1-id:02
Query || Key 01: %63 similar —» 2-id:01

Key Vector - ‘
+ Calculate
- /Value\lector 31
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Calculating Attention

N
H

n tokens in a sequence

for each token
compare the Query
X1 XoX3 Xp Keys ’,',"|‘\~ with all other Keys

’

)

"o

P
'

N
.

\ .
’ \ .

E
—_——

§ 2"

Softmax([CIl "))
¥
Values [ T | Attention weights a

A\

—> [O+BH+0O0 + -

v

weighted average of the Keys
to Obtain output embedding of token 2
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Calculating Attention: Q, K, V

We use a learnable vector of weights for each of the Query, Key, and Value to do a
linear transformation on to obtain the corresponding : :
and vectors.

Linear transformation

| Query
X 5
Embedding Y
vector =
bookedl S » —> [ | Key
__: —>» || Value

\ J

A single dense layer with separate sets of weights

33
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Problems with RNNs

X, :Data [N

X,: vusuallzatlon mn

Xq:em o 1! >
powers 1L
X .users 1l 1
X0 Hin

From RNNs to attention-based models

Calculating Attention: Q, K, V

Embedding
OIKWV matri

matrix(768, 2304)
768*3=2304

matrix(6, 768)

Throw away the RNN Transformers

QKV matrix

768 768 768
0. K, Y,
Data [FIFIIAEIAT Nl
visualization IEEFFITREE LRV RANIN
— em |IERTINIIIN PRI
powers IFIIIE | 100 BIIINIL
users [HIETHN THE/IN
to IHNIINERENR

) matrix(6, 2304)
Q; = QX4
Kl - KXl
Vl - VXl
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Calculating Attention: Pairwise similarities between
Ks and Qs

kono eiga ga Kirai

Key { @ & :: e
Vectors ‘ g ) g ‘ I
= M’
W, W W, W,
ai=2.1 a»=-0.1 ' az=0.3 as=-1.0

Scaled dot product: scale by
size of the vectoquk

Query Vector softmax

\/
@1=0.76 02=0.08 '03=0.13 4=0.03

eXp(Qhate Kkono)
Z exp(QhateTK)
_ exp(Qnate ' Kiono) 4 exp(Qnate ' Kiono) by exp(Qnate' Kiono) 4 exp(Qnate' Kiono)
ZjEXp(QhateTKkono) ZjeXp(QhateTKeiga) Z eXp(Qhate Kga) Zj eXp(QhateTKkirai)
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Problems with RNNs From RNNs to attention-based models Throw away the RNN

Calculating Attention: Compute output

kono ] k/ra/
Value
Vectors E' 'E' 'E' '
(11:0.76 02:0.08 (13=O.13 04:0.03

N

r ~

> <
> <
-

a1 Vkono + alveiga + alvga + a4 Vkirai
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Transformers

36

/50



Transformers

Main Resource For this Section: https://web.stanford.edu/class/cs224n/ and https://cmu-I3.github.io/anlp-spring2026
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Problems with RNNs

Transformer

From RNNs to attention-based models

Throw away the RNN

A sequence-to-sequence architecture based entirely on attention

Encoder-Decoder Model

Output
Probabilities

Add & Norm

Feed
Forward

Linear

)

Feed
Forward

Multi-Head
Attention

' Add & Norm F:

Nx

- —

Add & Norm

=i )

_)‘_®_ Positional
K Encoding

Nx Add & Norm
- Masked
Multi-Head Multi-Head
Attention Attention
— J
Positional d
Encoding y
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Decoder Only Model

Output
Probabilities

Add & Norm

Add & Norm

Masked
Multi-Head
Attention

éi

Positional
Encoding ?

Input
Embedding

Inputs
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Problems with RNNs

From RNNs to attention-based models

Throw away the RNN

Positional Encodings

We need a way to identify the position of each token

Without positional encoding

My dog is cute

is dog cute My

Positional encodings add an embedding based on the word

position

Wyy + Wy
Waog + W5
W + W5

Wcute + W4

m,

They are the
same sentence

With positional encoding

Transformers

Output

Probabilities

My dog is cute (

The second
sentence makes
no sense!

is dog cute My

Learned,

) ) | Positional
Sinusoidal

Encoding

Advanced NLP - Session 6 — Attention Mechanisms & The Transformer Architecture - IlUST

A

r—b‘ Add & Norm '
Nx

Feed
Forward

Masked
Multi-Head
Attention

Input
Embedding

Inputs
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Multi-heads

Information from different parts of the sentence can be useful to disambiguate in
different ways

Output
Probabilities

Who/what does "it" refer to?

The_ The._ PR
animal_ animal_
didn_ didn_ e
' - Forward
- E L 7y
t_
Cross_ Cross_ \ Add & Norm
@ ‘
the_ the_ | Masked
street_ street_ Multi-Head
because_ because_ | Attention
it_ S
was_ = was_ o
too_ o too_ Positional _®_’@
[ tire ; tire Encoding ;
A d_ Input
Embedding
What is being said about "it"? T
Inputs
40 /50
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Multi-head Attention

MultiHead(Q, K, V) = Concat(heady, ..., head,)W Q
where head; = Attention(QV[/’iQ7 KWE, vwY)

Run attention Concat
over each head and *Wo

Multiply by

WEHhTE Split/rearrange

d a/2

d *

-
g \
RN
d
HHH
(][

Typically d, = d,, = d/numheads

41
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Problems with RNNs From RNNs to attention-based models Throw away the RNN

Masking

Mask the Attention from future timesteps
Prevents the model from cheating when predicting the next token

| hate this movie

Advanced NLP - Session 6 — Attention Mechanisms & The Transformer Architecture - IlUST

Transformers
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

Layer Normalization

* Normalizes the outputs to @dmhin a consistent range, preventing too much
variance in scale of outputs

LayerNorm(x; g, b) = ng o (x —iy(x ]) +b

_ 1y L&
N(X)_n;xz o) = | =)

Input x Normalized z
[22,5,6,8] [1.71, -0.76, -0.62, -0.33] Nx

Output
Probabilities

r Add & Norm

Feed
Forward

Add & Norm ) §

Masked
Multi-Head
Attention

W e

- -c Positional_@_’@
. . ) Encoding y
-0.62
-0.76 Input
Embedding

A B (5 D T

Inputs

22 1.1

>/

6
| I

A B C
features of one token
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Problems with RNNs

From RNNs to attention-based models

Residual Connections
* Add an additive connection between the input and output

Residual(x, ) = f(x) +x

SIMPLE ANALOGY

Imagine climbing a
mountain. A shortcut
path (residual connection)
helps you reach the top
faster and with less effort.

Advanced NLP - Session 6 — Attention Mechanisms & The Transformer Architecture - IlUST

Throw away the RNN

Summit
(Output)

Shortcut

(Residua

™ Normal path
(Without residual)

Transformers

Output
Probabilities

Softmax

Linear

Feed
Forward

r \
Add & Norm

Nx

Masked
Multi-Head

Attention
L&ét:iJ

Positional H
Encoding y

]

Input
Embedding

T

Inputs
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Problems with RNNs From RNNs to attention-based models Throw away the RNN

Transformers

Feed-forward layer S

+ Extract features from the attended outputs

FFN(CL’, Wl, bl, WQ, bg) — f(XWl =+ bl)WQ + b2

Non-linearit [ € Fesdl
| o =3
Linear Linear? '
f() Nx
& PR Masked
= [ = Muﬁinad
b < _J > < Attention
=

Positional »
Encoding A

Input
About 1/3 of What Embedding
Attention is #H You Need
Inputs
45 150
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Problems with RNNs

Encoder-decoder

Feed
Feed-forward network: Vo o
after taking information from s Add & Norm
other tokens, take a moment to —add e Nom ] Mutti-Head
think and process this information \\ S . A“e}”m”

; N ,—>|V Add & Norm )
Encoder self-attention: —_ ==

From RNNs to attention-based models

Output
Probabilities

T [ Add & Norm

e

£

Throw away the RNN Transformers

Feed-forward network:
after taking information from
other tokens, take amoment to
think and process this information

T

!

Decoder self-attention (masked):

Masked
M| Multi-Head Multi-Head
tokens look at each other Attention Attention
) S, Yy At
queries, keys, values L\ g O —)
are computed from Positional 3
encoder states Encoding &
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Advanced NLP - Session 6 — Attention Mechanisms & The Transformer Architecture - IlUST

Positional
Encoding

tokens look at the previous tokens

queries, keys, values are computed
from decoder states
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Problems with RNNs From RNNs to attention-based models Throw away the RNN Transformers

We did it!

PROCESS
IT ALL AT

000000000000
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Problems with RNNs

From RNNs to attention-based models

Transformer Explainer
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Throw away the RNN Transformers
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https://poloclub.github.io/transformer-explainer/
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3D Transformer

@ LLM Visualization Home
®
< Chapter: Overview > GPT-2 (small)  nano-gpt  GPT-2(XL)  GPT-3 __
. [
= nano-gpt
L fext Tablc of - ‘ ap
low to predict va Q npeems= 85 584
2437 284 331 (lokens Contents ‘ - —
words 2456
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LLM E .
Introduction

tok ecmbed

pos embed @ 4¢+ Preliminaries
transformer i li Components

layer norm Embedding
multi-head, causal Layer Norm
sclf-attention .
Self Attention
Projection
layer norm
MLP
feed
torward Transformer
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Output
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| I—

Welcome to the walkthrough of the GPT large language model!

Here we'll explore the model nano-gpt, with a mere 85,000

Continue Skip
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https://www.webgpu.com/showcase/3d-interactive-llm-visualization-gpt-style-transformers/
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Let’s dive deeper: From Concepts to Matrices
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